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From the editor
Welcome to the first issue of Economics@Hull. The
first three articles focus on inequality: its relationship
with corruption, the standard measures of inequality,
and the effects of UK fiscal policy on inequality. This
issue also looks at a possible resolution of the puzzle of why capital does not flow to developing countries, contrary to the predictions of classical economic
models. Finally, we look at the incentives for firms
to inform consumers about their product through advertising.
If there are any economic issues that you would like
to see examined in a future issue of Economics@Hull,
or you have any general feedback or comments please
email us at the address below.

Conventional wisdom says corruption is bad for income inequality. But recent research on Latin America (Dobson and Ramlogan-Dobson, 2012) finds a
trade-off between corruption and inequality, and suggests this is due to the large informal sector in the
region. Using data on a large sample of countries
we find that the informal sector impacts the link between corruption and inequality. In particular, the
the relationship between corruption and inequality
becomes negative once the informal sector becomes
large. This is true in Latin America and more generally. Corruption-reducing policies should be accompanied by measures that help displaced informal sector
workers.

Scott McCracken
University of Hull
Cottingham Road
Hull HU6 7RX
s.mccracken@hull.ac.uk
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Figure 1: A higher level of corruption (a lower CPI) is
associated with higher inequality.

A

key finding in research on income inequality is that corruption has an adverse impact.
Several reasons are put forward for why corruption will worsen inequality. Corruption in the
form of tax evasion and exemptions means a reduction in funds for social programmes, especially on
education and healthcare. It is more likely that individuals in lower income groups will be affected as the
wealthy can afford private healthcare. Moreover the
wealthy do not receive public assistance for educating children and poorer families suffer from reduction in public assistance for this purpose. Even when
social programmes are not directly reduced, corruption may change the composition of social spending in a manner that benefits the rich at the expense
of the poor; for example, expenditure on university rather than primary education. It is more likely
that the children of wealthy families attend university rather than the offspring in poorer families. Also,
since the beneficiaries of tax evasion and exemptions
are more likely to be the relatively wealthy, the tax
burden falls almost exclusively on those in lower income groups. This makes the effective tax system regressive. Finally, in a corrupt system, the allocation
of public procurement contracts may lead to inferior public infrastructure; this in turn tends to have a
greater impact on the poor as they are more dependent on facilities provided by the State; hence there
are implications for welfare and inequality.
If we examine data for a large number of devel-
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Figure 2: A larger informal sector is associated with a
higher level of corruption (a lower CPI).

oped and developing countries, we see clearly that
higher levels of corruption are associated with higher
levels of income inequality. In Figure 1 corruption is
measured by the corruption perception index (CPI).
The CPI is represented on a scale of 1 to 10; a lower
value signifies more corruption. Income inequality
is measured by the Gini index, on a scale of 0 to 100
per cent; a higher number indicates a more unequal
distribution of income.1 Developed countries usually have a Gini index that falls in the range of 20 to
35 per cent, while the index for developing countries
is higher. Figure 1 provides a scatter plot of the Gini
index against the CPI. The line of best fit is downward
sloping, lending support to the idea that corruption
is bad for inequality.

Corruption and the informal sector
This article focuses on some recent research which
questions the ‘conventional wisdom’ in the case of
countries with a large proportion of the labour force
working in the informal sector. The informal sector (or black market or shadow economy) can be defined as that part of an economy that is not taxed
and not monitored by any form of government. Traditionally, the informal sector includes things like
subsistence farming or small business enterprise.
Some people will trade on the streets: selling food,
clothes, household wares, or providing transport.
Others are involved in the construction of buildings
or provision of personal services such as hairdress-

1 See Measuring inequality on page 5 for more details.
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ing, housekeeping, and sewing of clothes. Individuals in the informal sector have no access to social
security and are not protected by health and safety
regulations. More recently, it has also become apparent that the informal sector includes businesses
that are well organised and managed by skilled individuals who chose to work in this sector to earn a
competitive wage.
One of the reasons for the continued existence of
the informal sector is corruption. Figure 2 shows that
countries with a relatively large informal sector have
a higher level of corruption (a lower CPI). The informal sector survives, in part, because firms are able
to avoid detection or, if found out, to bribe officials
to overlook their existence or obtain necessary documentation.

Marginal impact of corruption
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Figure 3: In economies with a large informal sector,
an increase in corruption reduces inequality.

Key finding
Our key research finding is that the informal sector impacts the trade-off between corruption and inequality. Some insight into this can be gained from
looking at Figure 3, which presents the results from
a regression using the data on inequality and corruption. The marginal impact of corruption is represented on the vertical axis and the size of the informal section (as a percentage of GDP) is on the horizontal axis. The downward sloping line shows that
there is an inverse relationship between these two
variables. We can see that the line cuts the horizon-

tal axis at approximately 40 per cent. This means
that the marginal impact of corruption is negative
in countries with a large informal sector.2 In other
words, for those countries where the informal sector
accounts for more than 40 per cent of GDP, more corruption reduces income inequality and less corruption makes inequality worse.

An explanation
This result is at odds with the conventional view.
Why is this so? Well, in a corrupt society, individuals
and firms are able to build up a network of contacts
over time so as to enable continued operation. These
networks and channels that facilitate production become stronger and more efficient as more individuals engage in this activity and, as a result, it becomes
less expensive to engage in corruption.
The idea is that corruption can be an effective substitute for poor institutions. When institutions are
strong there will be protection for the property rights
of current and future investors and there will be appropriate incentives for desirable behaviour. However, if there are weak institutions, the structure of
production adapts and mechanisms are developed
that allow business to work in this environment. Corruption is not fought against or regarded as immoral
and, for firms in the formal economy, it may be the
only way to circumvent cumbersome and pervasive
regulation that undermines efficiency and output.
In Latin America under protectionist regimes of the
post-war period (and continuing into the 1970s) individuals bribed officials to obtain import licences
and to overlook foreign exchange controls. Goods
were frequently processed on the basis of customs
officers setting their own tax rates rather than using
official ones. In many instances firms that operate
in the formal sector depend on firms in the informal sector for accessing essential inputs. While some
‘formal’ firms may only register part of their workforce or part of their sales, or only declare part of the
salaries of their employees. Survey evidence for Latin
America suggests that medium to large-sized firms
have a substantial proportion of their operations ‘off
the books’.

Anti-corruption policies
The result in this study highlights the role of initial conditions in influencing the success or failure
of anti-corruption policies. If policy makers are in

2 For example, in an economy with an informal sector that is 60 per cent of GDP, a one unit increase in corruption (a one unit decrease

in the CPI) reduces the Gini index by just under one percentage point.
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direct conflict with individuals who have successfully developed businesses in a corrupt environment,
then anti-corruption policy is unlikely to work in the
short run. Such a policy means that firms and individuals operating partially or totally in the informal
sector face higher costs via changes that occur as part
of an anti-corruption strategy. Such changes include
improvements in the tax collection process, new regulations and procedures, changes in personnel, and
policing and enforcement. Businesses will find it increasingly difficult to survive because the things that
gave impetus to the growth of the informal sector
are eroded. In other words, the established networks
that once facilitated production now begin to disappear. The effect of these measures is a reduction in
the size of the informal sector and, with it, a loss of
jobs and income. Inevitably income inequality rises.
Corrupt acts thus serve as a mechanism for overcoming institutional barriers and play a positive role
in facilitating investment, employment and production in the informal sector. Anti-corruption policies
may therefore do more harm to inequality than good.
This result is important because it is applicable to
any country where the informal sector is large. One
implication of this research is to allow corruption to
grow in countries with weak institutions and where
the informal sector is large. This however is not a first

best solution. Corruption could become pervasive
and later on countries may become stuck in a downward spiral with a growing informal sector and an ineffective institutional framework. Furthermore, the
informal sector is by nature unregulated with many
workers (adults and children) facing exploitation and
dangerous working conditions.
A better strategy is one that fights corruption with
one hand and improves other aspects of governance
with the other, by building stronger institutions to allow improvements in government efficiency and in
the quality of the regulatory framework. In short,
policy makers in countries with a large informal sector must exercise caution in any attempt to reduce
corruption as narrow reform programs may be counterproductive. Anti-corruption policies, institutional
reform and enforcement of laws which have an impact on the informal sector must be accompanied by
measures which are able to absorb workers displaced
from the informal sector.

References
Dobson, Stephen and Carlyn Ramlogan-Dobson
(2012), “Why is Corruption Less Harmful to Income Inequality in Latin America?” World Development, 40, 1534–1545.
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Concept

Measuring inequality

Cartoon by Nicholson (www.nicholsoncartoons.com.au) from The Australian newspaper

Broadly speaking, we may be concerned about disparities in income and wealth for two reasons: we
value equality intrinsically on philosophical and ethical grounds, or we value equality for functional reasons, i.e. we care about inequality because it may affect other economic features we care about, such as
economic growth. Whatever our reason for being interested in inequality, we need to be able to measure
it. The focus is often on income or wealth inequalities, not because they represent all differences between individuals, but because they represent an important component of those differences.
Given two distributions of income we may have
some gut feeling about which is more unequal, but
to make our inequality comparisons precise we need
to translate our feelings about inequality into a formal ranking or measure of inequality. If a country is
made up of n individuals, then the income distribution y of a country is simply a list of each individual’s
income
y = (y 1 , y 2 , . . . , y n )
where y k is the income of individual k.

We wish to be able to compare any two distributions, i.e. given two distributions of income, y and
y 0 , we want to be able to say which is more unequal.
In order to come up with a way of ranking distributions, we must impose some conditions on our ranking that are consistent with our intuitive ideas about
inequality.1

Anonymity principle
Consider two income distributions:
1. Alice has £1000 and Bob has £10 000.
2. Bob has £1000 and Alice has £10 000.
Which do you consider more unequal? Most people would agree that the ranking by inequality should
not depend on who is earning the income.2 This is
the anonymity principle: the labels do not matter, so
we can arrange the incomes in our income distribution from smallest (labelled 1) to largest (labelled n):
y1 ≤ y2 ≤ · · · ≤ yn .

1 The discussion here follows section 6.3 of Ray (1998) fairly closely.
2 Of course if you were Alice or Bob you might argue otherwise!
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Figure 1: The Lorenz curve L above represents an income distribution where the poorest 40 per cent of
the population has 20 per cent of the income.

Population principle
Which of the following income distributions do you
consider more unequal?
1. One person has £1000 and one person has
£10 000.
2. Two people each have £1000 and two people each
have £10 000.
You will probably agree that they are ‘equally unequal’ — the absolute size of the population should
not matter when ranking by inequality. The second
condition we will impose on our ranking is called
the population principle: cloning the entire population (and their incomes) does not alter inequality.
This principle implies our ranking of inequality will
depend only on the proportion of the population at
each income level.

Relative income principle
Of the following distributions, do you consider the
first or the second more unequal?
1. One person has £1000 and one person has
£10 000.
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Figure 2: Lorenz curve L 0 represents a more unequal
distribution of income than L.

principle: scaling all incomes up or down by the
same proportion does not alter inequality. In essence
this principle asserts that income levels are of no importance when measuring inequality. You may find
this principle more controversial than the first two.
Of course absolute incomes are important when assessing the development of a country. Nevertheless,
our ranking of inequality will only take into account
relative incomes.

Lorenz curve
If we are comfortable with the preceding three principles then when ranking two distributions of income by inequality all we need to look at are the
shares of income held by each share of the population. We can conveniently represent an income
distribution using a diagram devised by American
economist Max Otto Lorenz in 1905. A Lorenz curve
plots the cumulative income share against the cumulative population share. For example, in Figure 1 the
point (0.4, 0.2) is on the Lorenz curve, so the poorest 40 per cent of the population has 20 per cent of
the total income. The line of equality is the Lorenz
curve of a perfectly equal distribution, i.e. a distribution where everyone has the same income.

2. One person has £1 million and one person has £10
million.

Transfer principle

The second distribution is the first distribution
scaled up by a factor of 1000. The third condition
we will impose on our ranking is the relative income

The first three principles involve assumptions about
when two distributions are ranked equally according to inequality. When do we say that one distribu-
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tion is more unequal than another? You will likely
not disagree that taking income from a poor person
and giving it to a richer person would result in a more
unequal distribution. Such a transfer of income is
called a regressive transfer. The transfer principle
states that if one income distribution can be reached
through a succession of regressive transfers, then the
former distribution is more unequal than the latter.

Lorenz criterion
The transfer principle (along with the first three principles) implies that in order to rank inequality we
simply compare Lorenz curves. Regressive transfers
take money from a poorer section of the population
and gives it to a richer section. This causes the income share of the poorer section to decrease, and
the income share of the richer section to increase.
This shifts the Lorenz curve down, further away from
the line of equality. Intuitively, Lorenz curve L 0 in
Figure 2 represents a more unequal distribution because, for any x, the Lorenz curve L 0 always has the
poorest x per cent earning less than they do under
the distribution represented by Lorenz curve L.
In some cases, the Lorenz criterion does not allow
us to rank two distributions according to inequality;
when the Lorenz curves cross, the Lorenz criterion
does not provide a ranking. In order to be able to
rank such distributions, we would need to impose
more assumptions on our ranking of inequality.

distribution.3
Whenever the Lorenz criterion unambiguously
ranks two distributions, the Gini index agrees with
its ranking. As can be seen in Figure 2, when Lorenz
curve L 0 is below Lorenz curve L, the area between
L 0 and the line of equality is larger than for L, so that
the Gini index is higher. The Gini index also ranks
distributions that the Lorenz criterion does not (i.e.
distributions for which the Lorenz curves cross), and
therefore embodies more assumptions than the four
principles that underlie the Lorenz criterion (the Gini
is just one of many inequality indices that is consistent with the Lorenz criterion).
The Gini indices for countries with a range of incomes are presented in Table 1. Calculation of the
Gini indices requires collecting data on the incomes
of households. Since this data is collected through
household surveys that are not conducted every year,
and in some countries (particularly poorer ones)
only sporadically, the Gini indices in Table 1 are for
various years.
Elsewhere in this issue, Carlyn Dobson explores
the relationship between corruption and inequality,
while Keshab Bhattarai investigates the effect of UK
fiscal policy on post-tax income inequality.
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It is often useful to be able to represent the inequality of an income distribution using a single number.
An inequality index assigns a number to each income
distribution, with the number being larger for more
unequal distributions. One such index is the Gini
index (or Gini coefficient), which was developed by
Italian statistician and sociologist Corrado Gini in the
early 20th century. The Gini index G is equal to the
area between the Lorenz curve and the line of inequality (area A in Figure 3) divided by the total area
under the line of equality (area A + B ):
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Figure 3: The Gini index is area A divided by area
A + B.

3 Note that a Gini equal to one is not actually possible. When one person in a population of n has all the income, the Gini index is

G = 1 − 1/n, which will approach one as the population n grows large.
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Questions to consider
1. Two income distributions (2, 4, 6, 8, 12) and
(4, 4, 4, 10, 10) have the same total income of 32.
According to the Lorenz criterion, which distribution is more unequal? Plot the Lorenz curves
and compare, or use the transfer principle directly
(look for a sequence of regressive transfers).
2. Show that the Gini index can be calculated as G =
2A or G = 1 − 2B .
3. The Kuznets ‘Inverted U’ Hypothesis (see
Kuznets, 1955) asserts that as a country’s economy grows, inequality will first worsen and then
improve.
a) Produce a scatter plot of the Gini indices in
Table 1 against per capita income. Does there
appear to be any evidence of an inverted U?

b) Which region do most of the middle income
countries with high inequality come from?
c) If you ignored these countries on your scatter
plot, what would the line of best fit look like?
d) Do your findings support the Kuznets Hypothesis?

References
Kuznets, Simon (1955), “Economic Growth and Income Inequality.” The American Economic Review,
45, 1–28.
Ray, Debraj (1998), Development Economics. Princeton University Press.
The World Bank (2013), “World Development Indicators.”

Table 1: Income and inequality in selected countries

C OUNTRY

G INI INDEX
(%)

S URVEY YEAR FOR
G INI CALCULATION

380
450
610
800

33.6
45.7
32.8
36.0

2011
2008
2010
2009

L OWER M IDDLE I NCOME
Cameroon
Zambia
India
Bolivia
Egypt
Indonesia

1140
1180
1450
1960
2760
2930

38.9
57.5
33.9
56.3
30.8
38.1

2007
2010
2010
2008
2008
2011

U PPER M IDDLE I NCOME
Namibia
Bulgaria
South Africa
Mexico
Brazil
Hungary

5160
6640
6950
8870
10 700
12 840

63.9
28.2
63.1
47.2
54.7
31.1

2004
2007
2009
2010
2009
2007

H IGH I NCOME
Spain
United Kingdom
Germany
United States
Norway

30 930
37 840
44 230
48 550
88 500

34.7
36.0
28.3
40.8
25.8

2000
1999
2000
2000
2000

L OW I NCOME
Ethiopa
Mozambique
Nepal
Cambodia

I NCOME PER CAPITA
($US, 2011)

(Source: World Bank, 2013)
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Fiscal policy, growth and income distribution in the UK
Keshab Bhattarai
k.r.bhattarai@hull.ac.uk

The UK was one of the most egalitarian countries in the world in 1960 with the Gini index of post tax income
at 25.1 per cent.1 Since then the distribution of income has been more unequal, with the Gini index reaching
over 40 per cent following a series of reforms in the tax and transfer system started in the late 1970s. These
reforms were intended to make the UK economy more flexible and efficient. However, they turned out to have
unintended consequences, leading to a greater disparity in income among households.

A

who need state support to pay for their living expenses. On the other hand there are middle income
households who work hard, pay taxes and receive little in transfers. Thus household choices over time
and the means by which choices may be optimised
will differ by household income category. It is possible to see these differences when households with
different levels of income are included in a model.
There are also differences in production processes
and in markets across sectors — manufacturing activities are very different from services, services differ
from agriculture. The degree of competition, market
power, and income and output tax treatments vary
across sectors. These differences need to be taken
into account when analysing the effects of fiscal policy on growth and the income distribution.

large body of literature has assessed the impact of the tax and transfer system on the
choices and welfare of households and firms,
and on the patterns of growth and inequality in the
UK economy (Smith, 1904; Meade, 1978; Mirrlees
et al., 2010). But very few studies have generated results using a fully specified model of the UK economy
in which choices over time, by both households and
firms, are influenced by the taxes they face and transfers they receive.
To simultaneously evaluate patterns of growth by
industrial sector and the distribution of income and
consumption, based on optimal choices of households and firms, we need to incorporate heterogeneity in households and firms into a model of the economy. Rich households benefit a lot more from public
services and infrastructure compared to poor ones
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Figure 1: In the UK income inequality has increased markedly since the late 1970s. (Source: ONS, 2013)
1 The Gini index is a measure of income inequality. It is a number between zero and one (often expressed as a percentage); a higher

number represents a more unequal distribution of income. See Measuring inequality on page 5 for more details on the Gini index
and Lorenz curve.
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Figure 2: The predicted income paths faced by
households in the UK under a proposed tax reform.

Figure 3: The increase in lifetime income under the
proposed reform.

Once differences in households, firms and sectors
are incorporated into a model of the UK economy it
is possible to evaluate the long-run consequences of
various policy alternatives, in order to find the most
efficient way of producing a more egalitarian and fair
income distribution. Bhattarai (2012) develops such
a model, calibrates it to match the state of the UK
economy in 2009, and uses it to study the emerging path of the distribution of income and consumption over the next century. The model generates a
series of Gini indices taking account of current and
anticipated policy choices. In particular, the model
is used to study the effects of a reduction in corporate tax rates and a reduction in income tax rates, as
proposed between 2009 and 2012.
For each of the ten types of households in the
model, Figure 2 plots the path of predicted annual
income. The annual income of the poorest households grows along the H1 line, while the income of
the richest households, grows along the H10 line.
The proposed policy reforms bring a positive change
in the lifetime income of all types of households as
presented in Figure 3. In general each category of
household experiences efficiency gains from the proposed reform in the tax and transfer system. The
richest households gain £6.8 million, while the poorest households gain only £0.8 million. However, the
proposed reform does not have a very significant effect on the distribution of income, with the Gini co-

efficient falling only very slightly
In general, the model shows that very high rates of
labour and business taxes are harmful for growth and
make the income distribution worse. Also, a more
equal income distribution does not necessarily lead
to higher welfare when the economy does not grow.
Lump-sum taxes of household income are more efficient than taxes on inputs in production. By experimenting with the model it is possible to find a
system of taxes and transfers that generates sustainable growth and brings the Gini index down to 29 per
cent.
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Why doesn’t capital flow to developing countries? Public and
private marginal product of capital
Fidel Perez-Sebastian
f.perez@hull.ac.uk

Why doesn’t capital flow to developing countries as predicted by the neoclassical model? Is the explanation
simply that cross-country marginal productivity of capital (MPK)1 is equalized, and if so, why? This article
argues that once aggregate MPK is unpacked into its public and private components, it becomes evident that
the flat MPK schedule revealed by Caselli and Feyrer (2007) is driven entirely by a strongly positively sloped
public MPK (whilst the private MPK remains flat).

T

he Lucas paradox is that, in contrast to the
prediction of classical economic theory, little
capital flows from rich to poor countries, despite poorer countries having low levels of capital per
worker and therefore high returns to investment.2
By making two reasonable adjustments to a naive
measure of the marginal product of capital (MPK),
Caselli and Feyrer (2007, referred to as CF hereafter)
find the Lucas paradox is resolved: returns to capital, measured using MPK, are equalized across nations. Yet this finding causes an immediate reaction: why would the MPK not differ across countries?
What could possibly be the cause of this empirical
‘anomaly’?
In Lowe et al. (2012), we attempt to tackle this
question and in doing so dig deeper into a resolution
to the Lucas Paradox by distinguishing between the
public and private MPK. The private and public distinction is important for a host of reasons. First and
foremost amongst these is that the theory behind
MPK determination is likely to differ significantly between the two sectors. Second, the private and public sectors tend to make different types of investment. The public sector tends to invest where markets fail: where social returns exceed private returns,
and where high fixed costs make a natural monopoly
a strong possibility. In short, public and private capital should be considered imperfectly substitutable
in a country’s production function. In this sense,
the overall MPK is misleading, whilst the private and
public MPKs are more informative.

Aggregate MPK
First, we attempt to reproduce CF’s main results on
the overall MPK using our baseline dataset. In Figure 1, MPKN is the unadjusted or ‘naive MPK’, while
in Figure 2, PMPKL incorporates several adjustments
made by CF, notably correcting for natural-capital
and the relative-output-to-capital-price. Figure 1
shows clearly that the naive MPK implied by the
standard neoclassical one-sector model is downward
sloping in income. The preferred MPK measure,
PMPKL in Figure 2, is actually slightly upward sloping (the fitted line is in fact statistically significant at
the one per cent level, though its economic significance could be disputed). CF’s main result then, suggesting that international capital markets do a good
job of allocating capital efficiently across countries,
is confirmed.
Closer inspection of the charts demonstrates that
the main finding of a non-decreasing MPK obtains
from the impact of the adjustments on developing economies. Before the adjustment, there is no
clear relationship between the return and income
in developing nations, whereas after it a clear nonnegative relationship is unraveled. The remainder of
the analysis focuses on shedding light on these intriguing results by turning attention to the distinction between private and public capital. Put differently, the analysis will attempt to unpack the results
found by CF by examining the role of the public sector in capital allocation.

1 The marginal product of captial is the extra output produced by the use of an extra unit of capital.
2 Classical economic models assume there is a diminishing marginal product of capital, i.e. adding more capital while holding the

level of other factors (such as labour) constant will yield increasingly less extra output. Therefore, when there is little capital, any
investment in capital will increase output by more (have higher returns) than when there is a lot of capital.
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Figure 1: Naive MPK

Figure 2: Adjusted MPK

Unpacking MPK into its public and private
components

text of investment decisions. The result is a vastly different cross-country variation in the marginal product of capital across the two sectors. Our interpretation has emphasized the possibility of overinvestment by governments in developing countries facing
few checks and balances and driven by an electoral
motive. In contrast, the data point toward underinvestment in advanced economies — perhaps because of greater political pressure for a laissez-faire
approach or due to increasing private participation
in typically public investment ventures. Still, the interpretation we suggest should be further explored.

Figure 3 shows the public MPK (MPKG), while Figure 4 shows its private counterpart (MPKP). The
main finding here is that the public MPK is upward
sloping whereas the private MPK is practically flat.
The slope of the fitted line for the MPKG measure
is highly significant, whereas the one for the MPKP
measure is not significantly different from zero. In
fact, the evidence here suggests that it is the returns in the public sector which make CF’s preferred
overall MPK schedule flat or slightly upward sloping. Once the public and private components of capital are separated, the return to investment relevant
for markets, that is, the private MPK, suggests neither downward nor upward rigidities to international
capital flows. An upward sloping public MPK, on the
other hand, fits with political economy stories such
as Robinson and Torvik (2005) and Keefer and Knack
(2007) of public sector inefficiencies. There is also
greater variation in the public MPK. This indicates
that the most significant loss in world GDP may be
due to the misallocation of public capital, not private
capital.

Messages
Our findings lend a new set of explanations to the Lucas paradox, placing public sector idiosyncrasies at
centre stage. The data support our intuition — public agents act differently to private agents in the con-

Taking these claims seriously, there are clearly implications for the role of foreign aid in building capital stocks. Importantly, donors should have realistic expectations and reject the notion that aid (for investment) will have high returns purely because of a
chronic lack of capital in low income countries. Our
results suggest that returns to public investment are
actually lower in low income countries than in advanced economies. This is by no means an argument
to reduce aid flows, but suggests the need for a shift
in emphasis. In particular, there is renewed impetus
for ‘investing in investing’ (to use the terms of Collier, 2010) – channeling aid towards institutional reforms in order to bring down the high relative cost of
capital and to raise public investment efficiency. In
some sense this is akin to ‘Big Push’ arguments for
aid, whilst remaining within the confines of the neoclassical framework.

3 Purchasing power parity-adjusted (PPP-adjusted) real GDP per worker is real gross domestic product (GDP) per worker measured

in a common currency (‘international’ dollars) that incoporates adjustments to account for differences in purchasing power across
countries.
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Figure 3: Public MPK

Beyond this, our approach suggests a refinement
of the outlook on aid presented in Caselli and Feyrer
(2007). CF presented a skeptical view on aid, concluding that greater flows of aid would only be displaced by capital outflows, given the flat MPK. Our
disaggregation brings an alternative view.Based on
our findings, the provision of foreign aid is not
strongly growth enhancing but could rather facilitate inefficient overinvestment by the public sector,
since aid is less accountable to returns than private
sources of finance. However, given imperfect substitutability between private and public capital in the
production function, this overinvestment leads not
to capital outflows, but inflows of private capital,
since the greater stock of public capital raises the returns to private capital.
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Why do firms provide information through advertising?
Scott McCracken
s.mccracken@hull.ac.uk

How much information (through advertising or otherwise) will firms provide consumers about the product
they sell? How does information affect competition? Is there need for government intervention? This article
summarizes the findings from a simple economic model.

W

hen analysing advertising, economists often make a distinction between informative advertising and persuasive advertising.
Informative advertising describes a product’s objective characteristics, such as its price, features and
uses. Persuasive advertising is designed to shift consumers’ tastes. The focus of this article is the former type of advertising.1 Here we use informative
advertising as a catch-all term to refer to any method
used by firms to provide direct information about the
product they are selling. An obvious example is conventional advertising with informative content, such
as pictures or descriptions. Perhaps less obviously,
informative advertising includes any other activity
that allows consumers to try the product before they
buy (or before they commit to buying), such as trial
periods or trial versions (common for computer software) and ‘30 day money back guarantees’.

£10

£12 £13

£15

£20

Figure 1: A distribution of consumers’ WTP. The
shaded area, for example, is the proportion of consumers with WTP between £12 and £13.

Some of the questions this article sets out to answer include: Why do firms provide information?
How much information will they provide? Is there
any need for government intervention? In order to
answer these questions we will use a simple theoretical model.

A simple advertising ‘game’
We assume there are only two firms, one owned by
Alice, the other by Bob. They produce differentiated
versions of a good. There is a group of consumers
each of whom has some maximum amount they are
prepared to pay for each good — their willingness
to pay (WTP). Prior to Alice or Bob advertising their
product, each consumer is unaware of how much
they are willing to pay. Although each consumer does
not know their true WTP, they know the values their
WTP might take and the likelihood of these values. In
turn, the firms know the proportions of consumers
with each value of WTP. In short, we assume that the
firms and consumers know the probability distribution describing consumers’ WTP. An example distribution is illustrated in Figure 1.2 In this distribution
the maximum WTP of any consumer is £20, while the
minimum is £10. The area under the curve between
any two values of WTP gives the proportion of consumers with WTP between those values. The distribution is concentrated in the centre at the average
WTP of £15 — most consumers have true WTP close
to this value. When a risk-neutral consumer is uninformed about a product they will be prepared to
pay up to the average WTP.3 A consumer’s choice is
simple: buy nothing if their WTP for both products

1 Note that we also abstract away the possibility that firms know something about their product (such as quality) that consumers do

not.
2 Mathematically, this is actually a diagram of the probability density function corresponding to the probability distribution.
3 We do not allow for the possibility that the product is harmful; even the consumer who likes a product the least is prepared to pay

something for it. We also assume (along with two other technical assumptions) that the distribution is symmetric and identical for
each good, and that consumer WTP is independent across goods. Changing these assumptions can, of course, change the prediction of the model.
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(given the information provided by the firms) is less
than their price, otherwise buy one unit of the good
for which they have the larger WTP net of price.
Consider the following simple game. First, Alice
and Bob simultaneously choose whether to advertise or not (the advertising stage of the game).4 Second, Alice and Bob simultaneously choose a price
at which to sell their product (the price competition
stage). We assume that advertising and production of
the good are costless for the firms. Such an assumption may not be unreasonable for products such as
computer software, where production of each additional unit comes at almost zero cost, and where
there are very low-cost ways of informing consumers
through limited trial versions. In any case, allowing
for small positive costs does not affect the result.
A DVERTISING STAGE
Alice and Bob each simultaneously decide
whether to advertise or not.
P RICE COMPETITION STAGE
Alice and Bob each simultaneously choose a price.
Figure 2: The advertising game

Monopoly
Before we discuss the case of two firms, let’s first examine the simpler case where Alice is alone in this
industry (see Saak (2006) for a complete discussion
of the monopoly case). When there is only one firm,
it turns out that it will not wish to advertise. To illustrate why, consider a simplified version of the model
where the distribution is discrete, and the WTP takes
one of two possible values with equal probability, £10
or £20. Then, prior to any advertising, a consumer’s
WTP is 12 10 + 21 20 = £15. Therefore when Alice does
not advertise, the best price she can charge is £15,
and her profit (per consumer) will also be £15 (recall that production is costless). Could she do better by advertising? The answer is no. After advertising (which informs each consumer whether their
WTP is £10 or £20), the absolute best Alice could do
is to charge each consumer their actual WTP. This is
called perfect price discrimination. This would give
Alice a profit of 21 10 + 12 20 = £15. However, in our
model Alice does not know which consumers value
the good at £10 and which value the good at £20,

so she cannot price discriminate. Instead she can
charge only one price, and therefore will earn a profit
of less than £15.5 If Alice has a monopoly (and cannot perfectly price discriminate) it is best for her not
to advertise!

Duopoly
When Alice faces competition from Bob will it still
be optimal not to advertise? If they do not advertise then all consumers are prepared to pay the same
amount for each product, i.e. £15. Given that they
have not advertised, what prices will Alice and Bob
charge? Suppose Alice charges £15. What price
might Bob charge? Well, since a consumer is prepared to pay the same for each product, they will
simply purchase from whoever offers the good for
a lower price. So, if Bob charges anything less than
£15 all consumers will purchase from him and none
will purchase from Alice. So Bob will charge just a
tiny bit less than Alice, say £14.99. But then Alice
would have an incentive to undercut Bob by charging £14.98. Whenever someone charges a price larger
than zero there is an incentive for their rival to charge
a bit less in order to capture all the customers. It follows that the only equilibrium is for both Alice and
Bob to price at zero (their marginal cost) because this
is the only pair of prices at which there is no more incentive for either of them to undercut. This famous
result is known as the Bertrand Paradox — despite
there being only two firms, each firm ends up charging the same price as they would if there were very
many firms.
It becomes immediately clear that, in contrast to
the monopoly case, it may pay to advertise: doing
so will lead to some differentiation — consumers
will learn that they value one product more than the
other and so will no longer be as sensitive to price
differences. Since some consumers find they prefer Alice’s product, but others find they prefer Bob’s,
any undercutting will no longer lead to all consumers
switching from one good to the other. The question
is, will both firms advertise?
After Alice informs consumers about her product,
on average consumers are still prepared to pay £15.
Suppose that both firms continue to charge the price
under no advertising, i.e. zero. Then, advertising
would not change profits. However, this is not the
end of the story because the firms now have an in-

4 In the original paper McCracken (2012), we allow firms to inform partially (so that consumers receive only noisy signals about their

WTP). The outcome is the same given our other assumptions.
5 In fact, Alice will either price so that everyone buys (£10), or price so that only the group with higher WTP buys (£20). In this example,

both give the same profit of £10.
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centive to change their prices. To see why, suppose
Alice raises her price above zero. Will she lose all her
customers to Bob? In contrast to the situation under no advertising, the answer is no. Alice’s advertising has informed some consumers that they are prepared to pay more for Alice’s product than Bob’s. For
example, a consumer may learn that they are willing
to pay £20 for Alice’s product, while they still value
Bob’s product at £15. Such a consumer will purchase
Bob’s product only if Alice’s price is more than £5
greater than Alice’s. Therefore there will be an incentive for Alice to raise her price — at least a little —
in order to earn a positive profit. Similarly, Bob will
raise his price. In equilibrium both firms will charge
the same positive price, and earn a positive profit.
Will Bob advertise given Alice has chosen to do
so? Suppose so. If there were no change in prices,
then profits would not change because half the consumers are now willing to pay more for Bob’s product, and half are prepared to pay less (given our assumption that the distribution of WTP is symmetric). So any loss of consumers to Alice will be offset by a gain in consumers from Alice. However, as
before, there will be an incentive for both firms to
raise their prices. When both Alice and Bob advertise it is more likely for any given consumer to have
very different WTP for each product. When only Alice advertised, the maximum difference in WTP was
£5 (for a consumer who really liked, or really hated
Alice’s product). When both advertise, the maximum
difference in WTP is £10 (for a consumer who really likes one product and hates the other). Thus,
when Bob also advertises, there is less incentive for
Alice and Bob to undercut each other (compared to
when only Alice advertises) because Bob’s advertising makes consumers less price sensitive. In equilibrium, both firms will advertise, and charge the same
price (which is higher than the price they both charge
when only Alice advertises).

simply that advertising reveals product differentiation, and product differentiation reduces price competition.6

Welfare and policy implications
Is the equilibrium outcome efficient? That is, are
Alice’s and Bob’s choices of advertising the same as
would be chosen by someone seeking to maximize
social welfare? In this model, welfare is measured
as the sum of Alice’s and Bob’s profits and the consumers’ surplus. A consumer’s surplus is simply the
difference between their WTP and the price they actually pay. Since all consumers are willing to pay
more for each good than it costs to make, the first
condition for welfare to be maximized is that all consumers purchase one of the goods. The second condition is that they purchase the good for which they
have the higher true WTP. But both conditions are
satisfied when both Alice and Bob advertise: both
choose the same price lower than the lowest WTP,
and consumers learn their true WTP for each product exactly. This enables all consumers to buy the
product that they truly value more highly. Thus,
given the assumptions of the model, there is no benefit from government intervention.

Questions to consider
Would a monopoly still wish not to advertise if we
made either of the following changes to the simplified model where a consumer had a WTP of £10 or
£20 with equal probability?
1. There is a per-unit cost of production c > 10.
2. Consumers are risk averse i.e. when uninformed
they are prepared to pay less than the expected
WTP (£15).7
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equilibrium, both firms will inform consumers completely through their advertising. The intuition is

Saak, Alexander E. (2006), “The Optimal Private Information in Single Unit Monopoly.” Economics
Letters, 91, 267–272.

6 In deriving this result it is assumed that all consumers purchase the good (i.e. there are no consumers with WTP lower than the equi-

librium prices for any first-stage choices of advertising). Numerical calculations indicate that when this assumption is relaxed the
equilibrium involves both firms informing completely, or one firm informing completely and the other not informing or informing
only partially (up to the point where the lowest WTP consumers are just indifferent between purchasing or not.
7 Hint: If a person is extremely risk averse then when uninformed they would have a WTP equal to the lowest WTP (£10). An extremely
risk averse person ‘assumes the worst’.
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